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1 Introduction

The method by which an agent establishes priors and updates these priors based on evidence
is a key topic in epistemology. A variety of models have been proposed over time, but none
are fully void of potentially unfavorable philosophical consequences. A fairly compelling
choice for formulation of priors was proposed by Jaynes in 1957, which used the concept
of information entropy borrowed from physics and computer science. When temperature is
increased in a system of molecules, entropic effects have more bearing on free energy thus
leading to a more disordered system. Similarly, the max entropy method aims to maximize
uncertainty with respect to an initial knowledge set by maximizing information entropy thus
injecting minimal bias when formulating priors. In the case of a finite state space with no
information, it is well known maximum entropy results in a uniform distribution over all
states, which is quite intuitive.

The Judy Benjamin (JB) problem, presented by Bas van Fraassen, is a counterintuitive
consequence of applying this maximum entropy principle. The setup, inspired by the movie
Private Benjamin, involves a platoon leader, Judy, parachuting over a war zone. A priori,
Judy believes there are four distinct sectors on which she can land – enemy HQ (R1), enemy
¬HQ (R2), friendly HQ (B1), friendly ¬HQ (B2) – but she has no priors on the likelihood
of any result. While parachuting, she receives a transmission from her superiors with the
following message: “I can’t be sure where you are. If you are in enemy territory, the odds
are 3:1 that you are in enemy HQ area ...” The dilemma lies in how Judy should assign
probabilities to each possible sector given this information in the form of a conditional
probability.

Before examining the possible solutions to the JB problem, we note it is actually ill-
posed. It is presumed one must use maximum entropy to establish Judy’s priors, but the
stage at which maximum entropy is applied is not clearly defined. This decision alters the
solution to the problem if we assume Jaynes’s appproach, where maximum entropy is used
to formulate priors and updating is Bayesian. If priors are formulated sans information
from superiors, then the additional information must be incorporated into posteriors via
conditionalization. Otherwise, only max entropy is implemented. One can argue the former
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interpretation is invalid, as the updating procedure derived from Bayesian statistics only
allows the use of events as evidence. Indeed, in the subsequent section we develop this
argument more comprehensively and show conditional probabilities, or more generally, any
direct mandates on how to assign probabilities to war zones are not allowable. However, the
apparent paradox lies in that the remaining maximum entropy approach does not align with
the intuitive solution to the problem.

An informal survey conducted by van Fraassen indicates the natural conclusion is Judy’s
beleifs on friendly land should remain constant. This is because the information received is
a conditional solely relating to enemy territory, which intuitively should have no bearing on
distribution of friendly land. However, van Frassen’s entropy calculations involve a renor-
malization of allowed land configurations which does in fact lead to an increased probability
endowed to friendly territory in Judy’s posteriors. It is easiest to illustrate this by consider-
ing the extreme case where the conditional information is “If you are in enemy territory then
you are in enemy HQ.” One can interpret this as removing R2 completely from the state
space, with no additional information in Judy’s priors. Hence, maximum entropy yields a
uniform distribution over {B1, B2, R1} with the assignment of 1

3
to each. Before the call from

the superiors, the uniform distribution was over {B1, B2, R1, R2}, yielding 1
4

to each. i.e. We
indeed see a change in beleifs over friendly land as a result of the renormalization from max
entropy. This betrayal of intuition is noteworthy to philosophers because it suggests the
model needs adjustment, or somehow intuition is flawed.

One way around this is to note the intuition relies on the hidden assumption of a hierar-
chical organization of the sectors: friendly and enemy territories further divided into HQ and
¬HQ respectively. If maximum entropy is applied separately to enemy and friendly territory,
constrained by this hierarchy, the result will indeed match intuition. This approach begs the
question of how to encode such a hierarchy (or more complex hierarchies in other cases) into
Judy’s epistemic model. These sorts of separate applications of maximum entropy would be
mathematically equivalent to having multiple states of the world, which could be concerning.
Does it make sense for an agent to distinguish between possible worlds via such a hierarchy?
What happens in the extreme case, where there are infinite hierarchical state spaces? Grove
and Halpern suggest a different way to rectify the disparity between intuition and max en-
tropy by modifying the problem to allow for conditionalization. On a high level, the idea
is to amplify the state space such that information in the form of a conditional probability
is indeed allowable evidence. Once the larger state space is defined, this approach does not
suffer from the same sort of definitional problems. However, there is concern as to the de-
generacy of amplified state spaces (which to choose?) and whether there is a generalizable
method for creating at least one such amplified space.

In this paper, we explain and argue for the implementation of extended conditionalization
as in Grove and Halpern. Moreover, we propose a formalism of Bayesian inference from
information field theory, which can flexibly address the above mentioned open questions.
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2 Traditional Bayesian Updating Protocol

To understand the correctness of the argument presented by Grove and Halpern, we first
explain the framework for conditionalization via Baye’s law. Let Ω be the space of all
possible outcomes in the world. Let F be a subset of the power set of Ω, which is a σ-algebra
representing all possible events. For each event A ∈ F , we assign a probability to this event
using the probability measure P : F → [0, 1]. P satisfies the well known criteria of countable
additivity and normality with respect to the event space Ω and represents the agent’s priors
on the of elements of F. F is only presumed to be a subset of the power set of Ω because
there can be some unmeasurable subsets of Ω with respect to P, which are excluded from
the σ-algebra.

Suppose we are given a hypothesis of interest H ∈ F. The agent’s priors on H are defined
to be P (H), and we want to know how to modify the agent’s belief function in response to
evidence in the form of an event E. Under Bayesian inference, the agent’s posterior belief on
H given E is defined by the following conditionalization

P (H|E) =
P (E|H) · P (H)

P (E)
(1)

More generally, the agent’s posterior belief function is given by the probability measure
P (·|E) : F → [0, 1]. If additional evidence E ′ were procured, then one would amalgamate
the total evidence as E ∪ E ′ and determine P (H|E ∪ E ′) using the analog to (1).

In the traditional JB problem the state space is given by Ω = {R1, R2, B1, B2}. Since
Judy’s priors P are uniform over all elements of Ω (via maximum entropy), it can be seen
that all subsets of Ω are measurable and thus F is simply the power set of Ω. If we let R and
B represent enemy and friendly territory respectively, the call from Judy’s superiors informs
her that P (R1|R) = 0.25. Notice this information is in no way an element of F, rather it is a
mandate to alter the probability function P itself. As such, it is impossible to perform the
above described updating process since there is no evidence on which to update.

3 Amplification of State Space

A natural attempt to make conditional probabilities allowable forms of evidence is to consider
a larger state space, where conditional probabilities are indeed events. This idea was explored
by Grove and Halpern, who came up with a simple, clever scheme amplify Ω. They consider
a world where Judy has beliefs about the beliefs of her superiors alongside her own beliefs
about the configuration of the war zone. The new beliefs are no longer discrete as they take
the form of a probability distribution over possible probability distributions. As usual, max
entropy yields uniform priors for her information sender’s beliefs.1 Under this framework,
the conditional probability in the message to Judy restricts to a subset of possible probability

1There is a technicality regarding how to define a unique such distribution, which is resolved in Grove
and Halpern’s paper via specification of a parametrization.
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distributions where the stated ratio of R1 to R2 is respected. Hence, it is indeed an event
and can be used for Bayesian inference.

To compute the true solution to the JB problem, there remains the question of how Judy’s
beliefs on her superiors’ beliefs must interact with her own. In the context of the problem
as posed by van Fraassen, the most reasonable assumption is Judy should fully trust her
superiors and take their views as most closely approximating truth. Hence, Judy’s beliefs
are given by the expectation of the beliefs of her superiors based on her beliefs of their
beliefs. Interestingly, this approach leaves room for the ability to model varying degrees
of trust for the veracity of the sender’s information via a change in how expectation is
computed. Regardless, Grove and Halpern are able to compute the resulting posteriors for
Judy with the assumption of full trust and arrive at the intuitive result.

Overall, Grove and Halpern’s method is fairly robust, though it still must be justified on
philosophical grounds. Notice the implemented amplification of Ω is catered to the problem
at hand and not easily generalizable to arbitrary problem statements. One concern brought
up in the paper is degeneracy in selection of amplified state space. For example, one could
insert beliefs over an arbitrarily large set of events irrelevant to the problem at hand. In
such a case, it would perhaps be useful to apply Occam’s razor, arguing for use of the
most simplistic state space, which still allows for conditionalization. The problem with this
argument is it presumes the existence of a unique such minimal state space, which is by no
means guaranteed. Nonetheless, this defect in the modeling process is not very worrying in
comparison with the max entropy method, which arrives at a fundamentally counterintuitive
result.

Grove and Halpern close the paper by posing questions naturally provoked by their work.
Is it possible to come up with a generalized form of the procedure used to transform any
form of received evidence into an event? What axioms should govern such a generalization?
Information field theory offers a potentially interesting insight into such questions through
an extremely flexible generalization of Bayesian inference. The power of this formalism
ultimately stems from the vast range of information encodable in fields.

4 Information Field Theoretic Approach

For completeness, we introduce the notion fields formally before proceeding. Generally
speaking, a field is a function φ : Ω → X. Most often, one works with scalar or vector
fields, where the codomain is an n-dimensional algebraic field (addition, multiplication, and
division are well defined). In physics, Ω typically consists of spatial coordinates and φ
outputs a physical quantity at each point in space, but this is not always the case. Just as
with any function, we may also freely choose the codomain to include as much information
as necessary. The flexibility of the domain and codomain of a field is key to its widespread
applicability to various avenues of research.

The discipline of information theory treats the problem of learning an unknown signal
field using Bayesian inference in response to progressively improving measurement data. The
set up is as follows: We begin with a probability distribution P(s) over candidate fields for
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the desired field s. This is analogous to the hypothesis event H in the traditional Bayesian
approach, with P(s) encoding the agent’s beliefs about the likelihood of s. Some data in
the form of another field d over the same domain is then collected, offering information via
P(d|s). The posteriors are then produced in an analogous fashion to Bayes theorem:

P(s|d) =
P(d|s)P(s)

P(d)
(2)

Conditionalization between events as fields and events as elements of a σ-algebra is notably
different, as there is no longer a nesting with respect to the inclusion relation. The events are
no longer sets and every event field d on which one can condition is measure zero. Hence, if
conditionalization is defined as in the traditional approach, the result would involve division
by zero, which is not well defined. Instead we define

P(s|d) =

∫
(~s · ~d)P(s)dmdh (3)

Intuitively, this convolution skews the resulting probability distribution P(·|d) closer to d by
assigning more weight to candidate fields with more overlap with d. This is a well known
idea used in some continuum versions of traditional Bayesian inference as well.

In the context of the JB problem, this formalism allows us to define a much broader
domain over which events occur. Let M be the space of all possible distributions of land
among the elements of Ω as defined above. We see each m ∈ M can be viewed as a
function from the geographical space over which the war zone is defined to Ω. Note this
is a broader definition than that of Grove and Halpern, as each ratio of probabilities over
Ω is represented by infinitely many maps in M . We model the beliefs of Judy’s superiors
by defining H = {h : M → R}, where each h takes m 7→ ph(m), the probability Judy’s
superiors assign to map m.

The field we wish to probe to solve the JB problem is of the form s : (M,H)→ R4 defined

by (m,h) 7→ (~Ls(m)
√
pj(h)). Here, the vector ~Ls(m) is a 4-tuple taking values from the set

{0, 1} meant to assign a location to Judy on the map m ∈M . To this end, ~Ls(m) is defined
to have only one nonzero element in the 4-tuple, and the position of the nonzero element
determines position via the basis below.

~R1 =


1
0
0
0

 ~R2 =


0
1
0
0

 ~B1 =


0
0
1
0

 ~B2 =


0
0
0
1

 (4)

We then multiply this position determining vector by the square root of pJ(h), which encodes
Judy’s belief on the likelihood of h. The square root is taken as a logistical choice to ensure
the function s has a nicely defined L2-norm (this will be made more clear in the below
computations). In summary, each field s inputs a map configuration m alongside a possible
distribution for superiors’ beliefs h and outputs Judy’s sectoral position on that map through
~Ls(m) scaled by a confidence pj(h) in h. These fields are events in our new formalism and
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Judy assigns a probability to each creating a probability distribution P(·) over candidate
fields. Now, one may point out the field s itself already encodes Judy’s beliefs about her
superiors’ beliefs and P(·) is an unnecessary extra level of abstraction. This is true, but P(·)
is still crucial to encode Judy’s beiefs about her location, and we can still always recover
Judy’s beliefs about her superiors’ beliefs from P(·).2

For consistency with the intentions of the JB problem, we must now make some prelimi-
nary assumptions about Judy’s beliefs. To begin, we assume Judy’s prior P(·) assigns zero
probability to fields distinguishing between maps with the same ratio of areas for the four
sectors {R1, R2, B1, B2}. In other words, P(s) = 0 for any event s assigning pj(h) 6= 0 to any
h with h(m) 6= h(m′) for m and m′ with equal ratios between the elements of Ω. We will also
proceed via maximum entropy, which makes P(·) uniformly distributed over allowable fields.
Finally, there is the matter of trust. Just as Grove and Halpern recovered Judy’s posteriors
on the basis of full trust of the veracity of information received, we must also assume full
trust between Judy and her superiors in our model. We do not distinguish between Judy’s
innate beliefs of location on the map and any message from her superiors specifying her
location. Implementing partial trust for positional data would require adding an additional
parameter to the domain of the field, s, as discussed in the subsequent section.

Compared to Grove and Halpern’s model, the definitions of events and beliefs using fields
are more convoluted to be sure. However, this complexity is precisely what will eventually
afford computational and organizational advantages. Nonetheless, it is important to untangle
and express the method by which one can obtain the same information readily retrievable
from Grove and Halpern’s model. We do this by integrating over an appropriately defined
region in the domain space:

Judy’s expected position for the map m, given a field s, is portrayed in the form of
a 4-tuple with probabilities of R1, R2, B1, and B2 in each position respectively as in (4).
It is computed with the following integral over Judy’s beliefs about her superiors’ beliefs,
normalized by the magnitude of the field.

~Ls(m) =
1

〈~s · ~s〉

∫ [
(~s · ~R1)

2 ~R1 + (~s · ~R2)
2 ~R2 + (~s · ~B1)

2 ~B1 + (~s · ~B2)
2 ~B2

]
dh (5)

We can then compute Judy’s expected location on map m over all possible fields using P(·)
and ~Ls(m) with the following integral.

~L(m) =

∫
~Ls(m)P(s)ds (6)

We then integrate over the space of possible maps to determine Judy’s overall beliefs about
her location as a probability distribution over Ω.3

~LJ =

∫
~L(m)dm. (7)

2Technically, the collection of pj(h) for all h would already encode Judy’s beliefs over her superiors’
beliefs. This may be something to change to clean up the formalism, but we can still proceed nevertheless.

3We stress this information is positional and is distinct from Judy’s expected belief about the configuration
of the war zone.
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We may recover Judy’s beliefs about her superiors’ beliefs in a similar fashion by integrat-
ing over carefully chosen domains. Define ~C(m) to be the 4-tuple defining the configuration
of map m, using the same basis from (4). i.e. Each position in the 4-tuple represents the
area of the corresponding element of Ω, assuming the total area of the war zone map is
normalized to one. We begin by computing the average map configuration determined by
each h ∈ H by taking the following integral:

~Ch =

∫
ph(m)~C(m)dm (8)

Now, for each field s we can compute the expected war zone configuration by integrating over
H and scaling by the probability pj(h) assigned by the field to each h ∈ H. This integral
must also be normalized by the magnitude of the field.4

~Cs =
1

〈~s · ~s〉

∫ (∫
〈~s · ~s〉dm

)
~Chdh (9)

Finally, we take expectation over Judy’s event distribution to get the final map configuration
she believes to be true (assuming full trust).

~C =

∫
P(s)~Csds. (10)

We now attempt to compute the solution to the JB problem using our information field
theoretic formalism. First, suppose d is the traditional event specifying location: “You are
not in enemy ¬HQ.” The overlap of d with any field s yielding ~Ls(m) = ~R2 for any map

m is zero, as ~d · ~s = 0 for all such s. The new distribution P(·|d) would then be uniformly

distributed over fields which do not select ~R2 and thus LJ = (1
3
, 0, 1

3
, 1
3
). By contrast, suppose

d is now the event specifying a conditional probability: “If you are in enemy territory, you
are in enemy HQ.” The overlap of d with any field s such that ~Cs assigns any weight to ~R2

is now zero as ~d · ~s = 0 for such fields. However, this is independent of the weights assigned
to ~B1 and ~B2, hence the Bayesian conditioning leads to ~C = (1

2
, 0, 1

4
, 1
4
). This can be done

for any conditional sent by Judy’s superiors, highlighting the computational power of our
proposed formalism

5 Discussion and Conclusion

In their paper, Grove and Halpern discuss some minor philosophical concerns arising from
their treatment of the problem. There is also, however, an overlooked practical limitation
for their approach. If Judy’s superiors send her information in the form of a probability, the
Grove and Halpern method treats the information as an event and is able to proceed with
conditionalization. However, there is no longer a way to treat information in the form of a
positional event. The above mentioned example, where Judy’s superiors send the message
“You are not in enemy ¬HQ” is an event in the traditional state space Ω = {R1, R2, B1, B2}.

4The probability pJ(h) is given by the integral of 〈~s · ~s〉 over all possible maps (see definition).
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This information does not specify any particular distribution of land among the four possible
sectors (besides the measure 0 event, where the map is entirely composed of enemy ¬ HQ);
it merely restricts Judy’s possible location. Of course, this information could be treated
via van Fraassen’s original formulation of the problem, but we would like to have a model
allowing for both types of information at once.

With the above proposed information field theoretic approach, there is no such limitation.
If we assume full trust, the only change to our model is interpretative. Under the assumption
of full trust, one could argue there is no distinction between Judy’s innate beliefs about
her position (encoded in the first coordinate of the field) and her superiors’ beliefs about
her position. Since our model keeps track of both positional beliefs and beliefs about the
probability distributions over map configurations, we can at once process messages including
probabilistic and/or positional information. Moreover, if we would like to distinguish Judy’s
superiors’ beliefs on her location from Judy’s own beliefs about her location on a map, we
simply extend the field as

s̃ : {(m,h(m), h)→ (~Ls(m), pJ(ph(m)), pJ(h)) : (m, ph(m), h) ∈M × h×H}

where ph(m) encodes positional beliefs of Judy’s superiors on a given map m and ~Ls(m)
encodes Judy’s own positional beliefs on m. The extraction of individual pieces of informa-
tion from the amalgamated version present in the field would follow analogous integration
techniques as described above. An event d in this language can now be either a direct po-
sitional observation by Judy, a call about her position by her superiors, or a call about the
distribution of maps by her superiors. Trust is implemented by Judy’s prior distribution
P(·) assigning zero probability to fields for which her position weights and her superiors’
beliefs about her position weights disagree.

The same idea can be applied to generalize the model to be applicable to the more complex
problems Grove and Halpern seek in the concluding remarks. In a scenario with multiple
information sources, one would amplify the domain of the field s to include an analog to H
for each additional sender. Extracting separate information from this field after updating
on evidence would require more steps of integration, but the process is exactly the same and
well defined. It is also possible to redefine how to extract Judy’s overall beliefs on the war
zone configuration if the assumption of full trust is loosened for one or several information
senders. This essentially amounts to redefining expectation as it stands in the information
field theoretic approach. The details of such a modification are potentially very numerous
based on the desirable features of the new model, so we leave such computations as future
work.

In conclusion, we have provided a formalism allowing infinite freedom to treat updating
problems using conditionalization with probabilistic information as evidence. When applied
to the JB problem, the formalism yields the same intuitive conclusion also achieved by Grove
and Halpern using their method. The benefit of our formalism is generalizability is more
immediately clear, and in the case of the JB problem it can process messages with positional
and probabilistic information simultaneously. Unfortunately, any conditionalization method
necessarily amplifies the state space, which may be troublesome for the aforementioned
reasons. However, it seems such a beautifully organized model yielding the intuitive result
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for updating on information in the form of a conditional probability should not be disparaged
for such a inconsequential epistemic qualm.
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